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Abstract

This first note develops the quantities needed to measure neural scaling laws. It begins
with parameter and compute accounting for dense Transformers, then follows the Kaplan,
Chinchilla, and Abra studies to separate parameter, data, and compute-optimal scaling. A
companion Part II studies critical batch size and the parametrizations needed to compare
runs across width and depth.
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1 Introduction

Suppose we can afford exactly one very large training run. How large should the model be, how
many tokens should it see, and what loss will it reach? Running the experiment to find out is
precisely what we cannot afford. Scaling laws answer these questions by extrapolating from runs
small enough to repeat.

1.1 Why fit scaling laws?

Larger models, more data, and more compute tend to lower the loss. This says that scale helps,
but not by how much. The power-law hypothesis makes the trend quantitative: for a scale
variable x,

L(x) ≈ A x−α, (1)

or, taking logarithms of both sides,

log L(x) ≈ log A − α log x. (2)

On log–log axes the law is a straight line with slope −α: multiplying x by a factor k multiplies
the loss by k−α, wherever on the curve we start.

The constants A and α are estimated from pilot runs: a ladder of complete but cheap training
runs that differ in one scale variable while everything else is held fixed. Depending on the
question, x can be the number of parameters N , the number of training tokens D, the training
compute C in FLOPs, or the number of optimization steps. Each run contributes one point
(xk, Lk). Fitting the line in Eq. (2) through these points predicts what a run ten or a hundred
times larger should reach. Points that bend away from the line are informative too: they signal
that something other than x has become the bottleneck.

1.2 Nominal scale versus effective scale

Even a clean fit leaves two deeper questions open.

1. Is scaling parameters the same as scaling effective parameters? N counts weights,
not the capacity the model actually uses. Added parameters may be rarely used, may
barely move away from their random initialization, or may learn redundant and meaningless
representations.

2. Is scaling tokens the same as scaling effective data? D counts tokens, not information.
Repeated data can still improve the model, but its marginal value need not match that of
fresh data; excessive reuse can lead to memorization and overfitting. The effect depends on
the task, repetition count, augmentation, and optimization protocol. Diffusion training also
resamples noise and timesteps when an image is reused. Noisy data can dilute useful signal
or change the distribution being learned.

“Effective scale” is an intuition here, not an independently measured scalar that uniquely
determines the loss. Nominal counts are useful empirical coordinates when model utilization
and data quality remain comparable along the ladder. Under a simple constant-fraction model,
a fixed difference in effective scale is absorbed into the fitted amplitude; a changing fraction can
alter the apparent exponent. More generally, changing data quality, repetition, or optimization
can invalidate an extrapolation without changing the nominal counts.



Scaling Laws — Part I 4

The rest of Part I turns these questions into concrete derivations. Section 2 fixes how parameters,
tokens, and compute are counted. Sections 3–5 follow three studies that measure and fit these
laws, and show how different experimental choices lead to different conclusions. Part II asks how
critical batch size should be measured and what it takes to train different widths and depths
comparably.

2 Transformer Accounting and Global Conventions

2.1 Architecture and notation

Consider a dense Transformer with L identical blocks. “Dense” means that every token executes
the same attention and feed-forward parameters; it is used here to distinguish the model from a
sparsely activated MoE. We use SwiGLU and RMSNorm as the reference block. DiTs may instead
use GELU, LayerNorm, adaptive normalization, or cross-attention; those architecture-specific
additions are outside the reference model counted in this section. Biases are omitted because
they are lower order in parameter count and compute.

The architectural dimensions are

Symbol Definition
L Number of Transformer blocks

dmodel Width of the residual stream
nhead Number of attention heads
dhead Hidden width of one attention head

dattn = nheaddhead Total concatenated attention hidden width
dff Intermediate hidden width of the SwiGLU FFN
V Vocabulary size

dvae Channel dimension of the VAE latent consumed by a DiT
pDiT DiT patch size applied on the VAE latent grid, often 2
dio Modality-specific input/output interface width
m Number of language or image tokens in one input sequence
B Number of tokens in one parameter update
S Number of parameter updates

Etok = BS Total number of token exposures in a training run
Amask Valid query–key pairs among the m tokens, per head

2.2 Parameter count

Input and output interfaces We assume untied input and output parameters. For an LLM,
the token embedding and vocabulary head therefore contain

NLLM
in = V dmodel, NLLM

out = V dmodel. (3)

We assume RoPE throughout, so positional encoding adds no learned parameters.

A DiT receives continuous VAE latents rather than vocabulary indices. The VAE’s internal
pixel-to-latent mapping belongs to the VAE and is not part of the DiT parameter count. Let
dvae be the channel dimension of the VAE latent. The DiT then patchifies its latent grid with
its own patch size pDiT, so one flattened DiT token has dimension p2

DiTdvae. Assuming that the
DiT predicts a latent patch of the same dimension, its input and output projections contain

NDiT
in = p2

DiTdvaedmodel, NDiT
out = dmodelp

2
DiTdvae.
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The latent-patch width is algebraically analogous to V in the interface parameter count, but it
is a continuous feature dimension, not a vocabulary. Define

dio :=
{

V, for the reference LLM,

p2
DiTdvae, for the reference DiT.

(4)

The modality-specific interface count is then

Nio := Nin + Nout = 2diodmodel. (5)

Attention in one block For X ∈ Rm×dmodel , ordinary multi-head attention uses

WQ, WK , WV ∈ Rdmodel×dattn , WO ∈ Rdattn×dmodel . (6)

Therefore,
Nattn/block = 4dmodeldattn. (7)

SwiGLU in one block The gate and up projections map from dmodel to dff , and the down
projection maps back:

SwiGLU(x) = Wd(SiLU(Wgx) ⊙ Wux) . (8)

The three weight matrices contain

Nff/block = 3dmodeldff (9)

parameters. By comparison, a non-gated two-matrix FFN has 2dmodeldff parameters at the same
intermediate width.

Normalization and the complete model A pre-norm block has two RMSNorm gain vectors
and therefore 2dmodel normalization parameters. A final RMSNorm contributes another dmodel.
The detailed parameter decomposition is

Nparams = Nin + Nout︸ ︷︷ ︸
input/output embeddings or projections

+ L

4dmodeldattn︸ ︷︷ ︸
attention

+ 3dmodeldff︸ ︷︷ ︸
SwiGLU FFN

+ 2dmodel︸ ︷︷ ︸
RMSNorm


︸ ︷︷ ︸

repeated Transformer blocks

+ dmodel︸ ︷︷ ︸
final RMSNorm

.

(10)

Combining like terms gives

Nparams = Nio + Ldmodel (4dattn + 3dff + 2) + dmodel. (11)

When the normalization terms are lower order,

Nparams ≈ Nio + Ldmodel (4dattn + 3dff) . (12)
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2.3 Forward and training compute

This subsection counts compute inside the repeated Transformer blocks only. It does not include
the embedding lookup, vocabulary projection, DiT input/output patch projections, optimizer
updates, communication, or hardware-specific kernel overhead. Those interface terms can be
added separately, but the scaling coordinate used below follows the common non-embedding
convention.

The basic counting rule is simple: if X ∈ Rm×din is multiplied by W ∈ Rdin×dout , each of the
mdout output entries is a dot product of length din. Hence

MACs(XW ) = mdindout, FLOPs(XW ) ≈ 2mdindout, (13)

where one multiply–accumulate (MAC) is counted as two floating-point operations (FLOPs):
one multiplication and one addition. Throughout this note, every dimensional compute symbol
C counts FLOPs, not MACs; published values may be quoted in PF-days, with 1 PF-day
= 8.64 × 1019 FLOPs. We use lowercase cmin for the numerical compute in PF-days when
inserting the historical Kaplan fit coefficients. This convention is why each matrix-multiplication
term below carries a factor of 2. Operations that are not multiply–accumulates, such as an
exponential or a division, are counted as one FLOP each.

Attention forward pass For one block, ignoring residual additions for the moment, consider
self-attention over one sequence of m tokens: the queries, keys, and values all come from the same
input X. Attention must be computed separately for each head. After the dense projections,
reshape Q, K, V into head-indexed tensors and write

Input: X ∈ Rm×dmodel

1. Q = XWQ, K = XWK , V = XWV

2. Ah = QhK⊤
h /

√
dhead, h = 1, . . . , nhead

3. Ph = softmax(Ah) with the attention mask applied
4. Hh = PhVh

5. Y = Concat(H1, . . . , Hnhead)WO.

Each score matrix Ah is m × m: one row per query token and one column per key token. Let
Amask be the number of its entries that the attention mask allows:

Amask =


m2 bidirectional attention,

m(m + 1)
2 ≈ m2

2 causal attention.
(14)

In the causal case, query t may attend only to keys 1, . . . , t, so the count is 1 + 2 + · · · + m.
Every head has its own score matrix, so all heads together hold nheadAmask valid entries. The
attention FLOPs split into two groups:

CQKV ≈ 2m · 3dmodeldattn

CO ≈ 2mdattndmodel

}
counted in C: learned projections,

CQK⊤ ≈ 2Amaskdattn

Csoftmax ≈ 5nheadAmask

CP V ≈ 2Amaskdattn

 not counted: parameter-free.

(15)

The first group scales with the parameter count; the second scales with Amask ∝ m2 and is
left out of the scaling coordinate below. The factor 5 in Csoftmax counts the max, subtraction,
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exponential, sum, and division applied to each score entry. These operations still consume
compute despite having no learned parameters. Their omission is justified only when projections
dominate. The causal count assumes a kernel that skips masked pairs; a dense implementation
that computes the full score matrix before masking can do more work. Long contexts and small
models therefore require a fuller FLOP estimate rather than automatic use of 6NEtok.

SwiGLU FFN forward pass The reference FFN uses three dense projections.

Input: X ∈ Rm×dmodel

1. G = XWg, U = XWu

2. Z = SiLU(G) ⊙ U

3. Y = ZWd.

The FFN FLOPs are
Cg,u ≈ 2m · 2dmodeldff ,

CSiLU +⊙ = O(mdff),
Cd ≈ 2mdffdmodel.

The matrix multiplications are XWg, XWu, and ZWd. The SiLU and elementwise product add
lower-order FLOPs compared with the dense projections when dff is large.

Normalization and residual terms RMSNorm also costs FLOPs. Per token, it computes a
mean square, a reciprocal square root, and a rescaling, so one RMSNorm is O(dmodel) per token.
A pre-norm block has two such normalizations, plus residual additions of the same order. These
terms matter for exact profiling, especially in small models, but they are not the dominant term
in the projection-dominated scaling coordinate.

Overall approximation The learned block matrices contain

Ncore := Ldmodel (4dattn + 3dff) . (16)

Counting one multiply–accumulate as two FLOPs, the dominant forward cost can be written
directly as

Cforward(m) ≈ 2mNcore︸ ︷︷ ︸
repeated block projections

, (17)

where lower-order normalization, nonlinearities, softmax, and residual operations are omitted.
The parameter-free attention-pair computation is also omitted from this leading-order expression;
it can become important at long context lengths.

From forward to training compute For a linear layer Y = XW with incoming gradient
G = ∂L/∂Y , the backward pass computes

∂L
∂X

= GW ⊤,
∂L
∂W

= X⊤G, (18)

two matrix multiplications of the same size as the forward XW . Hence Ctrain ≈ 3 Cforward, and
over Etok = BS training tokens,

Ctrain ≈ 3 · 2NcoreEtok = 6NcoreBS. (19)
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2.4 A small mathematical toolbox

Only a few algebra and calculus rules are needed for the rest of this note.

Powers, logarithms, and exponentials For positive numbers a, b and any real number c,

log(ab) = log a + log b, log
(

a

b

)
= log a − log b, log(ac) = c log a. (20)

The exponential exp(x) = ex reverses the natural logarithm:

exp(log a) = a, log(exp x) = x, exp(x + y) = exp(x) exp(y). (21)

These rules turn multiplication and powers into addition. For example, a power law becomes a
straight line after taking logs:

L(x) = Ax−α =⇒ log L(x) = log A − α log x. (22)

Thus, if v = log L and u = log x, a fitted line v = su + b has α = −s and A = exp(b). The
logarithm is defined here only for positive quantities, which is satisfied by losses, parameter
counts, tokens, and compute.

Slopes and derivatives The derivative f ′(x) is the local slope of a curve: it tells us how
much f(x) changes after a small change in x. Three rules used repeatedly are

d

dx
xp = pxp−1,

d

dx
log x = 1

x
,

d

dx
exp x = exp x. (23)

For a function of several variables, ∂f/∂x means changing x while holding the other variables
fixed. At a smooth interior minimum, the derivative in every allowed direction is zero.

Taylor expansion The derivative at x0 is defined by the change in the output divided by the
change in the input, as that input change approaches zero:

f ′(x0) := lim
h→0

f(x0 + h) − f(x0)
h

. (24)

For a small but nonzero h, the fraction is approximately f ′(x0). Multiplying by h gives the
first-order approximation f(x0 + h) − f(x0) ≈ f ′(x0)h. Taylor expansion improves it by adding
the curvature and higher-order corrections:

f(x0 + h) − f(x0) = f ′(x0)h + f ′′(x0)
2! h2 + f (3)(x0)

3! h3 + f (4)(x0)
4! h4 + O(h5). (25)

Here f (3) and f (4) are the third and fourth derivatives, while k! = 1 · 2 · · · k. The pattern is that
the k-th derivative is multiplied by hk/k!. When h is small, each successive power of h is smaller,
so the first one or two terms often suffice. A Taylor expansion is local: it need not describe the
function when h is large.

The most common special case expands around zero. Set x0 = 0 and rename h as x in Eq. (25):

f(x) − f(0) = f ′(0)x + f ′′(0)
2 x2 + O(x3). (26)

This is the Taylor expansion around zero, also called the Maclaurin expansion.
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3 The Kaplan Scaling Laws

This section reviews Sections 3–6 of Kaplan et al. [5]. We reproduce their principal equations
and empirical fits, but first separate their experimental conventions from those of Section 2.

Different conventions Kaplan et al. study decoder-only autoregressive language models on
WebText2, using token-level cross entropy in nats. Their model-size variable excludes vocabulary
and positional embeddings, their input and output embeddings are tied, and their FFN has
two linear maps rather than the three-map gated SwiGLU used in Section 2. Their compute
estimate also retains only the non-embedding matrix multiplications. We therefore write

NK := Kaplan non-embedding parameter count, CK := 6NKBS, (27)

where B is the number of tokens per parameter update and S is the number of updates. The
factor 6 is exactly the projection-dominated approximation derived in Section 2.3: roughly 2NK
forward FLOPs and 4NK backward FLOPs per token. It is a leading-order coordinate, not an
exact hardware count; it omits embedding/de-embedding operations, the quadratic attention-pair
computation, normalization, nonlinearities, optimizer updates, and communication.

In the notation of Section 2, Nparams includes untied input and output interfaces. The detailed
forward decomposition lists interface and attention-pair compute, but the leading coordinate in
Eq. (17) omits both. Importantly, whether the input and output interfaces are tied does not
change the horizontal variables of Kaplan et al.’s scaling laws: both NK and CK exclude the
embedding/de-embedding interfaces either way. Weight tying is nevertheless an architectural
condition under which their losses were measured, so changing it could still affect the empirical
loss and fitted constants even though it does not affect their counting convention. Consequently,
the numerical constants below remain conditional on their architecture, dataset, and counting
convention, and should be re-fitted before being combined with Nparams or full-forward-compute
formulas.

The same warning is stronger for DiTs. The functional forms may be useful hypotheses
for diffusion training, but cross-entropy loss, tokenization, WebText2, and the reported fitted
constants are LLM-specific. We use L for loss below so that L remains the number of Transformer
blocks defined in Section 2.

3.1 Choosing a scale variable: shape and embeddings

Before fitting any power law, Kaplan et al. ask which coordinate best measures model size.
They vary one shape dimension at a time at approximately fixed NK, and the vertical axis in
Figure 1 is the percentage loss increase over the model-size baseline, not the absolute loss [5].

The three panels of Figure 1 carry one message: within a wide range, shape matters weakly
compared with NK.

• FFN ratio (left). L has a broad minimum near dff/dmodel ∼1; only very large FFNs hurt,
because they force the rest of the model to be too narrow.

• Depth–width (middle). A roughly 40× change in dmodel/L costs only a few percent, so
there is a broad basin rather than one optimal aspect ratio.

• Head dimension (right). L is flat over a wide range of dmodel/nhead, so head partitioning
matters little.
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Figure 1: Controlled shape sweeps at fixed non-embedding parameter count. The three panels
vary the FFN ratio, depth-to-width aspect ratio, and attention-head dimension. They report
the increase in loss relative to the model-size baseline. Reproduced from Figure 5 of Kaplan et
al. [5].

Figure 2 then fixes what “model size” means. Split the total count into block and embedding
parameters,

Ntotal = NK + Nembed, Nembed ≈ (V + nctx) dmodel, (28)

where the embedding term is a lookup interface whose share Nembed/Ntotal grows for wide/shallow
models and shrinks for deep/narrow ones. On the left, indexing by Ntotal mixes this varying
overhead into the coordinate, so models with the same Ntotal but different depth land at different
losses and the curves split. On the right, indexing by NK removes the depth-dependent overhead,
and the same models collapse onto one trend (except one-layer models and extreme aspect
ratios).

Figure 2: The same family of models indexed by total parameters (left) and non-embedding
parameters (right). Including embeddings separates the curves by depth; excluding them
collapses models with at least two layers and non-extreme shapes onto a common trend. This
establishes a shared scale variable, not by itself a power law. Reproduced from Figure 6 of
Kaplan et al. [5].

This collapse answers only the choice-of-coordinate question. Each color represents a different
depth, and the points along one colored curve vary the width and hence the model size. Their
overlap on the right says that, after excluding embeddings, depth contributes little additional
information: to first approximation one may write L ≈ f(NK) with the same function f for
all these depths. As modern LLMs continue to scale, embedding and vocabulary-interface
parameters can become large again, and recent work suggests that vocabulary and embedding
capacity can itself affect loss [4, 10]. The scale coordinate must therefore be revalidated rather
than assuming that Kaplan’s non-embedding collapse transfers unchanged.
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3.2 From a scale variable to power laws and transfer

Figure 2 establishes that NK is a useful model-size coordinate, but it does not determine how
loss depends on that coordinate. Kaplan et al. next test a stronger empirical claim: when the
other resources are sufficiently non-binding, loss is well described by a power law in the resource
that remains limiting. They test this separately for non-embedding model size NK, distinct
training data D, and training compute C.

Write the limiting resource generically as x. The one-dimensional hypothesis has the common
form

L(x) ≈ Ax−α =
(

xc

x

)α

, A > 0, α > 0,

log L(x) ≈ log A − α log x = α log xc − α log x.

(29)

where x will successively denote NK, D, or C, and each case has its own exponent and scale.
This form is not derived from the Transformer. Earlier learning-curve and neural-scaling studies
had reported approximate power laws [2, 9], while Kaplan et al.’s own sweeps showed smooth
improvement over several orders of magnitude without an evident characteristic scale. A power
law is therefore a natural low-parameter hypothesis: multiplying the resource by a fixed factor
predicts a fixed fractional reduction in loss. The authors also tested alternatives such as
logarithmic fits and found the power law qualitatively more accurate [5]. It remains an empirical
fit over the observed regime; an irreducible loss floor must eventually bend the trend.

Figure 3 summarizes the three experiments. The NK and D panels vary one resource while
keeping the other bottlenecks loose. The compute panel instead combines checkpoints from
many model sizes, so we discuss dataset size first, then model size, and finally the constructed
compute envelope. In every case the power law is supported by agreement over the measured
range, not derived from the Transformer architecture.

Figure 3: The three one-dimensional scaling experiments, displayed left-to-right as compute,
dataset size, and non-embedding model size. The horizontal and loss axes use logarithmic scales;
the loss ticks are labelled with loss values rather than their logarithms. A power law is a straight
line in these log–log coordinates. The dataset-size panel holds the architecture fixed at the large
(nlayer, dmodel) = (36, 1280) model, while the model-size panel trains each Transformer on the
full WebText2 dataset. The compute panel is instead a lower envelope over checkpoints from
many model sizes. The discussion below analyzes dataset size first, then model size, and finally
that constructed envelope. Reproduced from Figure 1 of Kaplan et al. [5].

Dataset size: middle panel Here the architecture is held fixed at the large (nlayer, dmodel) =
(36, 1280) model, while each blue point uses a different fixed subset containing D tokens. Every
run is early-stopped when test loss ceases to improve, so the vertical value is the best test loss
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attainable from that subset rather than loss at a common step or common compute budget.
Again the blue segments connect observations and the gray curve is the fit

L(D) ≈
(

Dc

D

)αD

,

log L(D) ≈ αD log Dc − αD log D,

αD ≈ 0.095, Dc ≈ 5.4 × 1013 tokens.

(30)

On the panel’s log–log axes this relation is a straight line with slope −αD in logarithmic
coordinates and intercept αD log Dc. The numeric loss labels do not make the vertical scale
linear; equal multiplicative changes, rather than equal additive changes, occupy equal distances.
The screen angle of the line also depends on the axes’ aspect ratio. This panel isolates the data
bottleneck by using one sufficiently capable model; it is not yet the joint L(N, D) experiment of
Section 3.3.

Model size: right panel Each blue point is the near-converged test loss of a different
Transformer trained on the full WebText2 dataset. The models vary in both size and shape, but
the horizontal coordinate counts only non-embedding parameters NK, which is why the points
from Figure 2 largely share one trend. The blue segments merely connect measured points; the
thin gray curve is the fitted power law

L(NK) ≈
(

Nc

NK

)αN

,

log L(NK) ≈ αN log Nc − αN log NK,

αN ≈ 0.076, Nc ≈ 8.8 × 1013.

(31)

As in the dataset panel, both axes use logarithmic scales. The slope in logarithmic coordinates
is −αN and the intercept is αN log Nc; the rendered screen angle depends additionally on the
relative axis scales. This equation records the quantitative fit—especially αN and Nc—that
will later serve as the infinite-data boundary of the joint L(NK, D) law. It is therefore more
than a restatement of the visual collapse in Figure 2. This is a model-capacity experiment,
not an iso-compute experiment. The runs are compared near convergence with abundant data,
so larger models generally consume more total compute. The panel supports a power law in
non-embedding size within the tested Transformer family; it does not show that total parameters,
arbitrary architectures, or equal-FLOP runs follow the same curve.

Training compute: left panel This panel is less direct because it is constructed from whole
learning curves. Each pale-blue trace belongs to one model size. Every checkpoint at step S is
placed at its estimated non-embedding compute

CK = 6NKBS, S = CK
6NKB

. (32)

The construction is easiest to read as a sweep over a sequence of compute budgets C1, C2, . . ..
For a fixed budget Ci, vary the candidate model size NK. Equation (32) then tells us which step
count would fit inside that budget, Si(NK) = Ci/(6NKB). We read the loss of each model’s
learning curve at its corresponding step count and use the smallest observed loss as the vertical
coordinate at Ci. Repeating this for all Ci produces the heavy black curve. Thus the black
line is a lower envelope, not one model’s learning curve and not a set of models all trained to
convergence. At the same Ci, a larger model is read at fewer steps and a smaller model at more
steps; as Ci changes, the identity of the selected model can change.
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The heavy black curve is the empirical fixed-batch envelope. Kaplan et al. report compute in
petaflop-days: one PF-day means sustaining 1015 FLOPs per second for one day, or 8.64 × 1019

total FLOPs. They report the corresponding raw-compute fit as

L(CK) ≈
(

1.6 × 107 PF−days
CK

)0.057

. (33)

The orange dashed line instead shows the batch-corrected, compute-efficient trend in Cmin. Its
legend uses 2.3 × 108 PF-days for the scale, while the paper’s summary fit reports

L(Cmin) ≈
(

Cmin
c

Cmin

)αmin
C

, αmin
C ≈ 0.050, Cmin

c ≈ 3.1 × 108 PF−days. (34)

The numerical difference between the legend and summary values reflects different fits in the
paper, not a unit conversion. The corrected trend is developed in Sections 3.4– 3.5. It should
not be identified with the raw black envelope even though both are displayed in the same panel.

Generalization across text distributions The models used for this test are trained only
on WebText2 and evaluated on Internet Books, Books, Wikipedia, and Common Crawl. The
experiment asks whether the WebText2 scaling trend is merely in-distribution memorization or
tracks a more transferable improvement.

Figure 4: Generalization from WebText2 to other text distributions. Left: every evaluation
distribution improves smoothly with non-embedding model size. Right: losses measured during
training and at convergence lie on nearly the same mapping from WebText2 loss to target-
distribution loss. Reproduced from Figure 8 of Kaplan et al. [5].

Figure 4 contains two useful messages. First, the left panel shows that larger non-embedding
models improve not only on WebText2 but also on other text distributions; the curves have
different offsets, but they move down together as NK increases. Second, the right panel shows
that lower in-domain WebText2 validation loss corresponds to lower out-of-domain validation
loss, both for checkpoints along a single training run and for separately converged models.

The absence of an upward turn should not be read as a statement that training loss can decrease
forever without overfitting. The horizontal axis in the right panel is WebText2 validation loss,
not raw training-set loss or training time. If a checkpoint truly overfit WebText2 training data,
its held-out WebText2 loss would stop improving or increase, and it would move rightward or
fail to move left on this plot. Kaplan et al. instead observe that, over their measured regime,
improvements in held-out WebText2 loss remain aligned with improvements on the other held-out
text distributions.
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3.3 Joint dependence on model size and data

3.3.1 The two edge laws

Each one-dimensional fit hides a second resource that is assumed not to be the bottleneck. The
model-size law assumes enough data, while the data-size law assumes enough model capacity:

L(NK, ∞) =
(

Nc

NK

)αN

, L(∞, D) =
(

Dc

D

)αD

. (35)

The infinities are idealized non-bottlenecked limits, not experiments with literally infinite
resources. A joint law L(NK, D) must recover both edges and describe the bend between them
as the active bottleneck changes.

Kaplan et al. use three construction requirements: the constants should absorb an overall
rescaling of loss caused by tokenization; the two limits in Eq. (35) must be recovered; and, at
fixed finite NK, the correction near D = ∞ should have an ordinary integer-power expansion
in 1/D. The data distribution, tokenizer, architecture, and training protocol otherwise remain
fixed.

The third requirement is just a smoothness assumption. At fixed NK, set x = 1/D. Then “D is
very large” becomes “x is close to zero.” If the loss is smooth there, its Maclaurin expansion has
the form

L(NK, D) = L(NK, ∞) + a1(NK)
D

+ a2(NK)
D2 + · · · . (36)

So this condition says only that, once data is already abundant, the remaining finite-data penalty
begins with a term proportional to 1/D. It does not say that the whole data-scaling curve is
1/D. A useful statistical intuition is that parameter-estimation error often scales as 1/

√
D; near

a smooth loss minimum, excess loss is quadratic in that error and therefore scales as 1/D. This
is motivation, not a proof.

3.3.2 Constructing the joint law

The goal is to fit one joint function L(NK, D) to the full two-dimensional grid. Kaplan et al.
choose

L(NK, D) =
[(

Nc

NK

)αN /αD

+ Dc

D

]αD

. (37)

We now explain how the two edge laws motivate this form.

Define the transformed loss R := L1/αD . Taking this power makes the data boundary linear in
1/D, while transforming the model boundary by the same rule:

R(NK, ∞) =
(

Nc

NK

)αN /αD

, R(∞, D) = Dc

D
. (38)

The simplest joint expression in this transformed coordinate is their sum. Raising it back to the
power αD recovers Eq. (37).

When D → ∞, the data term is small. To inspect this limit, hold NK fixed and substitute
x = 1/D into Eq. (37). Its right-hand side becomes the one-variable function

FNK(x) :=
[(

Nc

NK

)αN /αD

+ Dcx

]αD

, L(NK, D) = FNK(1/D). (39)
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Now D → ∞ is the ordinary expansion point x → 0. The value and slope of FNK at zero are

FNK(0) =
(

Nc

NK

)αN

= L(NK, ∞),

F ′
NK(0) = αDDc

(
Nc

NK

)αN
αD

(αD−1)
.

(40)

Applying the Maclaurin formula F (x) − F (0) = F ′(0)x + O(x2) and substituting x = 1/D back
gives

L(NK, D) − L(NK, ∞) = FNK(1/D) − FNK(0)

= αD

(
Nc

NK

)αN
αD

(αD−1) Dc

D
+ O(D−2).

(41)

Thus the finite-data gap begins at 1/D.

This also explains why the two edge losses are not added directly. The naive alternative

Lnaive(NK, D) =
(

Nc

NK

)αN

+
(

Dc

D

)αD

(42)

has a finite-data gap proportional to D−αD rather than an integer-power expansion in 1/D. The
three requirements do not uniquely derive Eq. (37); they motivate this simplest interpolation,
whose real test is the two-dimensional fit.

3.3.3 How the fit is run and what the result shows

Kaplan et al. choose a grid of model sizes Ni and dataset sizes Dj . For each pair (Ni, Dj), they
train a model on the corresponding WebText2 subset, stop at the best held-out loss, and record
Lij = L(Ni, Dj). The result is a two-dimensional table: each row fixes a dataset size and varies
the model, while each column fixes a model size and varies the data. They fit all entries at once
with Eq. (37); this is one nonlinear regression, not a separate line fit for every row. The four
fitted parameters are

αN = 0.076, αD = 0.103, Nc = 6.4 × 1013, Dc = 1.8 × 1013. (43)
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Figure 5: Joint model-data scaling. Left: at fixed finite D, increasing model size eventually
reaches a data-limited plateau. Right: measurements from different NK and D collapse when
the relative finite-data penalty L(NK, D)/L(NK, ∞) − 1 is plotted against N

αN /αD

K /D. Both
horizontal axes are logarithmic; the left loss axis is logarithmic, while the right relative-penalty
axis is linear. Reproduced from Figure 9 of Kaplan et al. [5].

Left panel: which resource is the bottleneck? Each color holds D fixed and increases
NK. For the largest datasets, Dc/D is small and the points stay close to the infinite-data
model-size law L(NK, ∞) = (Nc/NK)αN . This is the descending lower boundary in the panel.
Its straight-line form is consistent with a power law on the panel’s log–log axes.

For the smaller datasets, the curves bend above this boundary and flatten earlier. These
models are data-limited: after the model becomes large enough, adding parameters brings little
improvement because the same finite dataset is being reused. The plateau at the far right
approaches L(∞, D) = (Dc/D)αD . Looking across the plateau heights for different D therefore
reveals the data-size law. The grid needs both large-D runs to expose the model boundary and
large-NK runs to expose the data boundary; the interior points determine how the two regimes
join.

Right panel: does the interior collapse? The right panel tests whether the joint law really
learned the tradeoff between model size and data size. Recall Eq. (37):

L(NK, D) =
[(

Nc

NK

)αN /αD

+ Dc

D

]αD

. (37, recalled)

To make the exponents easier to read, define p := αN /αD.

We first construct the vertical coordinate

y := L(NK, D)
L(NK, ∞) − 1. (44)

Here L(NK, ∞) is the loss of the same-size model with unlimited data. Dividing by it removes
the loss caused by limited model size; the remainder measures only the relative penalty caused
by limited data. Thus y = 0 means no finite-data penalty, while y = 0.1 means that finite data
raises the loss by 10%.
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Using Eq. (37) and L(NK, ∞) = [(Nc/NK)p]αD , we obtain

y = [(Nc/NK)p + Dc/D]αD

[(Nc/NK)p]αD
− 1

=
[
1 + Dc

Np
c

Np
K

D

]αD

− 1.

(45)

The last line shows that NK and D appear only through the ratio Np
K/D. This suggests the

horizontal coordinate

x := Np
K

D
= N

αN /αD

K
D

, y =
(

1 + Dc

Np
c

x

)αD

− 1. (46)

Equation (46) is now a one-variable relation y = f(x). Therefore every original experiment
(Ni, Dj , Lij) can be converted into one point (xij , yij). If Eq. (37) is correct, two experiments
with the same x must have the same y, even when their model and dataset sizes are different.
All points should therefore fall on one curve rather than remain as the many separate curves
seen in the left panel.

This is the curve collapse shown in the right panel. Small x means abundant data relative
to model size, so y is near zero. Large x means too little data for the model, so y rises. The
approximate collapse supports the joint law; a failure to collapse would mean that it had modeled
the interior tradeoff incorrectly. Since p ≈ 0.74, doubling model size requires about 20.74 ≈ 1.67
times as much data to keep x, and hence the relative finite-data penalty, unchanged.

Equation (46) also tells us where the data-limited regime begins. Choose a maximum acceptable
relative penalty ϵ. Kaplan et al. use approximately ϵ = 0.02. With c := Dc/Np

c , Eq. (46) becomes
y = (1 + cNp

K/D)αD − 1. Requiring y ≤ ϵ and solving for D gives

y ≤ ϵ ⇐⇒ D ≥ c

(1 + ϵ)1/αD − 1
Np

K,

p = 0.076
0.103 ≈ 0.738,

c

(1.02)1/0.103 − 1
≈ 5.5 × 103,

D ≳ (5 × 103)N0.74
K ⇐⇒ NK ≲

(
D

5 × 103

)1/0.74
.

(47)

The final line rounds the coefficient and exponent because the fitted parameters themselves
are empirical estimates. Thus Eq. (47) is not a new fit: it is Eq. (46) evaluated at the chosen
tolerance y = 0.02.

What Eq. (47) gives us. Here D is the dataset size measured in tokens after tokenization,
not the number of documents or training sequences. If a dataset contains M sequences of
roughly T tokens each, then D ≈ MT . These are token occurrences, not distinct vocabulary
entries: repeated words still contribute one token at every position where they appear. Training
for another epoch processes the same tokens again but does not increase D; it increases the
processed-token count E, introduced in the next subsection. The numerical coefficient 5 × 103

therefore assumes that both D and the non-embedding parameter count NK are entered as raw
counts.

The left form answers: for a model with NK non-embedding parameters, how many dataset
tokens are needed to keep the measured finite-data penalty small? The right form answers the
reverse question: given D distinct tokens, approximately how large can the model become before
data limitation becomes visible?
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This is a data-compatible scale, not a hard upper bound or a compute-optimal model size. A
larger model can still be trained, but its loss will bend toward the data-limited plateau, so
additional parameters bring diminishing returns. The run-planning procedure in Section 3.5
combines this data check with compute and hardware constraints. Finally, the numerical
constant and exponent are historical WebText2 estimates, not a universal modern LLM or DiT
prescription; they should be refitted for a new setting.

3.4 Critical batch size

Section 3.3 answered an endpoint question: for fixed model size NK and dataset size D, what
final loss is attainable? It also tells us whether a proposed target is feasible: when the same loss
metric is used, the target must lie above the attainable floor. It does not tell us how expensive
that target is to reach.

This subsection asks the next question: after fixing NK, D, and one reachable target loss ℓ, how
does the batch size B trade serial updates against total compute? We do not fix compute yet.
Instead, we sweep B, record the updates S needed to first reach ℓ, and compute E = BS. The
result is a speed–compute trade-off: it tells us which batches save steps, which save compute,
and where further data parallelism begins to give diminishing returns.

Here ℓ is a threshold along the training trajectory, not necessarily the final loss. If loss falls
from 10 to 6 and then to 4, the run crosses ℓ = 6 earlier and ℓ = 4 later. If we only cared about
one constant-batch run taken to its endpoint, measuring the final threshold would be enough.
Kaplan et al. instead need Bcrit(ℓ) along the whole curve because Section 3.5 will compare
models stopped at different intermediate losses under the same compute budget.

We use

• B is the number of tokens in one parameter update;

• S is the number of serial parameter updates;

• E = BS is the total number of processed tokens, and CK ≈ 6NKE is the leading compute.

Here D and E are different: D is the size of the available dataset, whereas E counts every token
processed during training, including repeated epochs. Kaplan’s joint N–D law uses early-stopped
test loss, whereas its critical-batch experiment is indexed by training loss; directly connecting
their numerical values requires a matched loss metric or an empirical mapping.

From the observation to an empirical model The starting observation is simple. With
a small batch, the gradient is noisy, so reaching ℓ takes many updates. Increasing B reduces
this noise and therefore reduces S, but the improvement eventually saturates: even a nearly
noise-free gradient still needs some irreducible number of updates Smin.

There is a reason to try a 1/B correction. At one fixed parameter value, suppose the per-example
gradients g1, . . . , gB are independently sampled from the same distribution, with Var(gi) = σ2

g .
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The batch gradient is their average, so

ḡB = 1
B

B∑
i=1

gi,

Var(ḡB) = 1
B2 Var

(
B∑

i=1
gi

)

= 1
B2

B∑
i=1

Var(gi) (gi independent)

=
Bσ2

g

B2 =
σ2

g

B
.

(48)

This is the variance-of-an-average formula. Independence makes the covariance terms vanish;
identical distributions make all B variances equal. For a vector gradient, the same calculation
applies to its covariance matrix. Gradients from nearby tokens can be correlated in practice, so
the exact 1/B law is an approximation and B should be understood as an effective batch size.

The typical noise amplitude is the standard deviation σg/
√

B, while its variance, σ2
g/B, measures

the noise power. A larger batch reduces both, making each update a more reliable estimate
of the full-data update. It is therefore reasonable to expect fewer noise-induced updates. But
this is the extra modeling assumption: Eq. (48) alone does not prove a law for the number
of optimization steps. In the local noisy-optimization model, the excess step cost above the
noise-free floor is assumed to be approximately proportional to the noise variance. For a fixed
target loss and a consistently tuned optimizer, this gives the empirical interpolation [6]

S(B) − Smin︸ ︷︷ ︸
extra steps from noise

∝ Var(ḡB)︸ ︷︷ ︸
noise power

∝ 1
B

,

S(B) ≈ Smin + A

B
,

E(B) = BS ≈ BSmin + A.

(49)

The constant A absorbs the target loss, curvature, learning rate, and other details; it is not
numerically equal to σ2

g . This construction has two limits. When B is very large, S(B) → Smin.
When B is very small, S(B) ≈ A/B and hence E(B) = BS(B) → A. We therefore name this
small-batch limit

Emin := lim
B→0

E(B) = A. (50)

This is an ideal extrapolated limit: an actual batch cannot contain fewer than one training
example.

Define the crossover Return to Eq. (49). The critical batch is defined as the point at which
its irreducible term Smin and noise-related term A/B are equal. Writing that equality first and
then solving for the newly defined quantity gives

Smin = A

Bcrit
=⇒ Bcrit(ℓ) := A

Smin
= Emin

Smin
. (51)

Thus SminBcrit = A is not an extra assumption. It follows from the definition of the crossover
together with Emin = A. Since CK ≈ 6NKE, define the minimum-compute limit Cmin :=
6NKEmin. Substituting these quantities back into Eq. (49) gives

S

Smin
= 1 + Bcrit

B
,

E

Emin
= CK

Cmin
= 1 + B

Bcrit
,

B = Bcrit =⇒ S = 2Smin, E = 2Emin, CK = 2Cmin.

(52)
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The equality-of-terms criterion is a convenient definition of the crossover, not a theorem that
identifies a unique optimal batch. Therefore Bcrit achieves neither the fewest updates nor the
fewest processed tokens. Choosing B ≫ Bcrit moves S toward Smin but wastes compute; choosing
B ≪ Bcrit moves E toward Emin but requires many serial updates. The critical batch is the
knee at which increasing the batch begins to give sharply diminishing step-count returns.

What this definition does—and does not—give us Equation (51) does not predict a
numerical batch size from nothing. Before A and Smin have been measured, the ratio A/Smin
is also unknown. Its first purpose is to summarize one batch-size sweep by an interpretable
number: the location of the knee. For a run aimed at one fixed target loss ℓ, choosing B near
this knee gives a reasonable compromise between serial steps and processed tokens.

The equation S(B) = Smin + A/B contains two unknown constants, Smin and A. Choose two
different batches B1 and B2, and measure the steps S1 and S2 needed to reach the same loss ℓ.
In an ideal noise-free world, these two runs give two equations, so

A = S1 − S2
1/B1 − 1/B2

, Smin = S1 − A

B1
. (53)

Equivalently, plot S against 1/B: the intercept is Smin and the slope is A. Real training
measurements fluctuate and the interpolation is only approximate, so in practice we run
several batch sizes and fit a line rather than trusting exactly two points. The fitted ratio
Bcrit(ℓ) = A/Smin is one measured data point. If this full sweep had to be repeated before every
large run, however, it would save little work. We therefore need a second step: turn these pilot
measurements into a rule that predicts the knee for later runs.

From pilot measurements to a reusable rule One training trajectory crosses many loss
thresholds, and each threshold has its own knee. Kaplan et al. therefore measure Bcrit at many
thresholds (the procedure is described with Figure 6 below) and fit the results with a power law
of the same form as the earlier laws, writing loss as a function of the resource:

ℓ(Bcrit) =
(

B∗
Bcrit

)αB

, B∗ ≈ 2 × 108 tokens, αB ≈ 0.21. (54)

In practice, however, the question runs the other way. Before training we choose a target loss ℓ
and want to know which batch to use. We therefore solve Eq. (54) for Bcrit: raise both sides to
the power 1/αB, giving ℓ1/αB = B∗/Bcrit, so

Bcrit(ℓ) = B∗
ℓ1/αB

≈ B∗ ℓ−4.8. (55)

In Figure 6, the dashed line is Eq. (55). The blue and orange points are the measurements
behind it. Kaplan et al. take two model sizes, 3M and 85M parameters, and for each model
choose many target losses. At each target they train with several batch sizes, record the steps S
needed to reach it, fit the line of Eq. (53), and read off Bcrit = A/Smin. Each point is one such
measurement. Two observations follow. First, the two curves nearly overlap: at the same loss,
the two models have almost the same critical batch, so Bcrit depends mainly on the loss reached
rather than directly on model size. Second, on these log–log axes the points stay close to the
straight dashed line over the whole measured range, from a loss of about 10 down to about 3, so
one power law describes them well.

The green points come from a second, cheaper method that needs no batch sweep. Let G be the
true gradient over all data and Σ the covariance of the per-example gradients. For each gradient
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Figure 6: Critical batch size measured for 3M- and 85M-parameter models, together with
gradient-noise-scale measurements. The model-size curves approximately share a loss-dependent
trend. Reproduced from Figure 10 of Kaplan et al. [5].

coordinate, the average of the square equals the square of the average plus the variance, and
Eq. (48) says the variance of a batch average is divided by B. Summing over coordinates gives

E ∥ḡB∥2 = ∥G∥2︸ ︷︷ ︸
signal

+ tr Σ
B︸︷︷︸

noise

, Bnoise := tr Σ
∥G∥2 , (56)

where tr Σ is the sum of the variances of all gradient coordinates. The gradient noise scale Bnoise
is the batch at which the noise term equals the signal. For B ≪ Bnoise noise dominates and a
larger batch helps a lot; for B ≫ Bnoise the gradient is already accurate and extra examples
help little. This is the same knee that Bcrit describes, and McCandlish et al. argue that the two
should be close [6]. They also show how to estimate it inside one ordinary training run: measure
∥ḡB∥2 at two batch sizes, for example on one device and on the full data-parallel batch. As
in Eq. (53), two measurements give two equations for the two unknowns ∥G∥2 and tr Σ. Each
green point is one such estimate, plotted against the loss reached at that moment.

“Independent” means that the green points use neither the batch sweep nor Eq. (53), yet follow
roughly the same trend as the blue and orange points. This is an extra check that the trend is
real; Kaplan et al. nevertheless use the directly measured Bcrit in all later analysis. Still, the
power law is an empirical fit over a limited range and only two model sizes; it does not follow
algebraically from the definition of Bcrit.

What is Eq. (55) good for? Once fitted, it replaces the batch sweep: given a target loss ℓ, it
predicts the knee directly. For a constant-batch run aimed at final loss ℓ, it suggests a batch
near Bcrit(ℓ), subject to hardware constraints. This is a time–compute compromise, not the
batch that minimizes the number of steps: in the idealized model, taking B ≫ Bcrit moves closer
to the minimum step count. Because the knee grows as loss falls, a batch suited to late training
can be unnecessarily large early in training; this motivates increasing the batch during training.
The same inverted form is also what Section 3.5 needs: there, model size, effective updates,
and batch are all written as functions of the target loss and then multiplied to obtain compute.
The numerical fit is not universal and should be remeasured when the data, architecture, or
optimizer changes.
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Summary For a fixed model and target loss, the steps follow S(B) ≈ Smin + A/B (Eq. (49)):
a larger batch always saves steps but costs more compute. The critical batch Bcrit = A/Smin
(Eq. (51)) marks the knee where the extra steps caused by noise equal the irreducible steps,
so S = 2Smin and E = 2Emin. Above the knee, a larger batch buys few steps; below it, a
smaller batch saves little compute. The knee cannot be computed in advance. It is measured by
sweeping B, recording the steps to each target loss, and fitting S against 1/B. Repeating this
across losses gives Bcrit(ℓ) ≈ B∗ℓ−4.8 (Eq. (55)), which depends mainly on the loss reached and
hardly on model size. This law has two uses: it picks a batch near the knee without a new sweep,
growing as the loss falls, and it lets Section 3.5 convert any run into the batch-independent
coordinates Smin and Cmin.

3.5 Fixed compute: how large should the model be?

This subsection answers one question: with a fixed training compute, how should we choose the
model size NK, the batch B, and the number of updates S? Data is assumed plentiful, so the
choice is between model size and training length, not dataset size; the end of this subsection
checks this assumption.

The ideal experiment is simple. Train models of many sizes. For a budget CK, the relation
CK = 6NKBS fixes BS for each size, and with B fixed it fixes S. Compare the losses the models
have reached at those steps and keep the lowest. Kaplan et al. have exactly such data: models
of many sizes, nearly all trained with B = 219 tokens. Why not compare them directly?

Because the comparison would be unfair. Reaching a loss ℓ takes S = Smin+A/B steps (Eq. (49)),
so

CK = 6NKBS = 6NK (BSmin + A) . (57)
For the same model and the same loss, a larger batch costs more compute and a smaller one
more steps. A fixed B = 219 sits at a different point of this trade-off for each checkpoint: early
in training, when the loss is high and Bcrit is small, it is too large; late in training it is too small.
Models of different sizes reach a given loss at different times, so raw compute penalizes them by
different amounts. The fair setting puts every checkpoint at its own knee, B = Bcrit(ℓ), so that
all of them sit at the same point of their own trade-off. Section 3.4 makes this practical: Bcrit
depends on the loss but hardly on model size, so one formula gives it for every model.

Convert every checkpoint to the critical batch Recall Eqs. (52) and (55). Since Bcrit =
A/Smin, the step law becomes S = Smin + SminBcrit/B, which is the first ratio below; dividing
Eq. (57) by Cmin = 6NKA gives the second:

S

Smin
= 1 + Bcrit

B
,

CK
Cmin

= 1 + B

Bcrit
, (52)

Bcrit(ℓ) = B∗
ℓ1/αB

≈ B∗ ℓ−4.8. (55)

Take one checkpoint (ℓ, NK, B, S, CK) of an existing run. Equation (55) gives Bcrit(ℓ) when ℓ
uses the loss convention on which that law was fitted. Plentiful data can make training and
test losses close, but evaluation-mode differences must still be matched or calibrated before
substituting one for the other. Each relation in Eq. (52) then has only one unknown:

Smin = S

1 + Bcrit(ℓ)/B
, Cmin = CK

1 + B/Bcrit(ℓ)
, CK = 6NKBS. (58)

Setting B = Bcrit in Eq. (52) gives S = 2Smin and CK = 2Cmin: trained at its knee, this
checkpoint would have needed 2Smin steps and 2Cmin compute. Kaplan et al. record Smin and
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Cmin instead. These differ by the same factor of two for every checkpoint, so they rank models
identically; a real budget CK spent at the knee simply corresponds to Cmin = CK/2.

Compare model sizes at the same compute Every checkpoint now carries its loss ℓ, model
size NK, Smin, and Cmin, so the ideal experiment can be carried out. Fix a budget Cmin. On
each model’s converted curve, find the checkpoint at which Cmin reaches this budget, and read
its loss ℓ and model size NK. A small model has taken many steps but stalls at a high floor; a
large model has a lower floor but has taken few steps. Plotted against NK, these losses therefore
form a U.

Figure 7: Loss versus non-embedding model size at fixed compute budgets (left) and fixed
numbers of training steps (right). Solid curves are experiments and dotted curves are predictions
from the learning-curve model. Reproduced from Figure 11 of Kaplan et al. [5].

The left panel of Figure 7 shows these U-shaped curves, one color per budget. It is plotted
against Kaplan’s raw compute; converting to Cmin moves the points by different factors but
keeps the U. The right panel fixes the number of steps instead and has no minimum, so the U
comes from the compute constraint.

The bottom of each U gives two numbers for its budget: a loss ℓ∗ and a model size N∗
K. This ℓ∗

is not the converged loss of N∗
K; it is the lowest loss any model can reach with this budget, and

N∗
K is the size that reaches it. Repeating this for many budgets and plotting the bottoms against

Cmin gives two straight lines on log-log axes (Figure 8), that is, two power laws. To insert their
numerical coefficients without mixing units, define the dimensionless PF-day coordinate

cmin := Cmin
8.64 × 1019 FLOPs . (59)

The historical fits are

N∗
K ≈ 1.3 × 109 c0.73

min , ℓ∗ ≈
(

3.1 × 108

cmin

)0.050

. (60)

The second is the batch-corrected frontier of Eq. (34).

Choose the batch and the steps With N∗
K and ℓ∗ known, B and S follow by substitution.

Choose the constant batch to equal the critical batch for the predicted endpoint loss: insert ℓ∗

from Eq. (60) into Eq. (55). This is a time–compute compromise; CK alone does not uniquely
determine NK, B, and S. Under the endpoint-knee convention, CK = 2Cmin, so a given real
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Figure 8: The bottoms of the fixed-budget U-curves versus compute budget. Left: the optimal
model size N∗

K; blue uses Cmin, orange raw compute at B = 219. Right: the lowest loss ℓ∗; the
lower curve uses Cmin, the upper curve raw compute. Its legend scale 2.3 × 108 differs from the
summary value in Eq. (34). Reproduced from Figures 14 (left) and 13 of Kaplan et al. [5].

budget gives cmin = CK/(2 × 8.64 × 1019 FLOPs). The batch in tokens and the updates then
follow:

B = Bcrit(ℓ∗) = B∗

(
cmin

3.1 × 108

)0.050/αB

≈ 2 × 106 c0.24
min ,

S = CK
6N∗

KB
= 2(8.64 × 1019)cmin

6N∗
KB

≈ 1.1 × 104 c0.03
min .

(61)

The batch exponent is 4.8 × 0.050 = 0.24; the step exponent is what is left, 1 − 0.73 − 0.24 = 0.03.
Multiplying compute by ten multiplies the model size by 100.73 ≈ 5.4, the batch by 100.24 ≈ 1.7,
and the steps by only 100.03 ≈ 1.07. Almost all new compute goes into a larger model and a
larger batch, not into a longer run.

Two further observations stand out. First, the best model is stopped well before it converges: at
Cmin = 1 PF-day, N∗

K ≈ 1.3 × 109 stops at ℓ∗ ≈ 2.66, whereas Eq. (31) puts the converged loss
of that size at about 2.33. Second, compute buys loss slowly: ten times the budget lowers ℓ∗ by
only about 11%. The measured laws record both facts but do not explain them.

After rounding the model to realizable widths and depths and the batch to a hardware-feasible
value, recompute S = CK/(6NKB) and the processed-token budget E = CK/(6NK). If the
chosen batch is no longer near the endpoint knee, Cmin = CK/2 is no longer the appropriate
conversion. Instead, evaluate feasible model and batch candidates with the fitted learning curve
and the actual budget. Check the available dataset separately: repeated passes increase E, not
Kaplan’s D.

Fitting a learning curve for a specific run: ℓ(NK, S) The basic question about a single
run is: what loss does a model of size NK reach after S steps? One formula ℓ(NK, S) cannot
answer it for all runs, because S depends on the batch: S = Smin + A/B (Eq. (49)), so the same
model at the same loss has taken different numbers of steps in runs with different batches. To
compare runs fairly, Kaplan et al. fit ℓ(NK, Smin) instead. Smin is the number of steps the model
needs to reach a loss with a very large batch, or equivalently half the steps it needs at Bcrit; it
depends only on the model and the loss. Eq. (58) converts every checkpoint of every run to Smin,
whatever its batch. To predict a specific run with batch B, go back: the formula gives the loss ℓ
after Smin steps, and that run reaches ℓ after S = Smin (1 + Bcrit(ℓ)/B) real steps (Eq. (52)).

Two facts fix its form. First, the end point is already known. Trained for ever, a model converges,
and the converged loss of each model size is what Eq. (31) measured. So as Smin → ∞ the
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formula must reduce to (Nc/NK)αN , the model’s capacity floor. Second, the gap between a
model’s loss and this floor shrinks as a power of Smin: plotted on log-log axes, the gap against
Smin is a straight line. Floor plus gap gives

ℓ(NK, Smin) =
(

Nc

NK

)αN

︸ ︷︷ ︸
capacity floor

+
(

Sc

Smin

)αS

︸ ︷︷ ︸
optimization error

. (62)

Fitting its four constants to all converted checkpoints gives

αN = 0.077, αS = 0.76, Nc = 6.5 × 1013, Sc = 2.1 × 103. (63)

The capacity term nearly coincides with Eq. (31), as the first fact requires.

Predict a constant-batch trajectory The frontier ℓ∗(Cmin) is a lower envelope over different
model sizes, not the trajectory of one fixed model. For a selected NK and constant global batch
B, define fN = (Nc/NK)αN . A convenient way to draw the reference curve is to choose losses
ℓ > fN and compute their predicted crossing steps:

u(ℓ) = Sc

(ℓ − fN )1/αS
,

s(ℓ) = u(ℓ)
(

1 + B∗ℓ−1/αB

B

)
.

(64)

Plot (s(ℓ), ℓ), or invert this monotone relation numerically to obtain ℓ(s). Do not replace Smin by
S/2 throughout a constant-batch run: that equality holds only at a target whose critical batch
equals B. A changing batch schedule requires a separately calibrated trajectory model. Exclude
warmup and the initial transient, and compare the prediction with the same loss definition,
evaluation mode, and data distribution used for the fit. Raw training loss and held-out loss need
not coincide, even before overfitting, because dropout and other evaluation settings can differ.

The frontier and trajectory are independently fitted approximations, not exact identities. For
example, a real budget of 2 PF-days gives cmin = 1, NK = 1.3B, ℓ∗ ≈ 2.658, B ≈ 1.902M
tokens, and S ≈ 11,646 updates using the historical frontier and 1/αB = 1/0.21. Combining
the learning-curve coefficients in Eq. (63) with Eq. (64) predicts an endpoint near 2.738, rather
than exactly 2.658. A new study should check this consistency, refit on its own pilots, and
quantify prediction error using repeated runs and a held-out larger scale. Randomly withholding
checkpoints from the same run is not an independent test of extrapolation across model sizes.

The formula also explains the two observations above, because every point on a U is a point on
some model’s learning curve. At a fixed budget, Emin = BcritSmin (Eq. (51)) factors the budget
as

Cmin = 6NKBcritSmin, (65)

so a model of size NK gets Smin = Cmin/(6NKBcrit). Substituting leaves a function of model size
alone,

ℓ(NK | Cmin) =
(

Nc

NK

)αN

︸ ︷︷ ︸
falls as NK grows

+
(6BcritSc NK

Cmin

)αS

︸ ︷︷ ︸
rises as NK grows

. (66)

Here Bcrit is evaluated at the loss reached; near the best model this loss barely changes with
NK, so we treat it as a constant. One term falls and the other rises, which is exactly the U of
Figure 7. The dotted curves there are this prediction, converted to raw compute with Eq. (58).
They match the experiments except at the smallest budgets.
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Where is the bottom of the U? Enlarge the model by 1%. At fixed Cmin, Smin falls by 1%.
Since (1.01)p ≈ 1 + 0.01p, the capacity term falls by the fraction 0.01αN of itself, while the
optimization term rises by the fraction 0.01αS of itself. At the bottom the two changes cancel:

αN

(
Nc

N∗
K

)αN

= αS

(
Sc

S∗
min

)αS

=⇒ optimization error
capacity floor = αN

αS
≈ 0.077

0.76 ≈ 0.10. (67)

Setting the derivative of Eq. (66) to zero with Eq. (23) gives the same condition. The compute-
optimal model is therefore stopped while its loss is still about 10% above its own converged loss.
Training it further would lower the optimization error, but the same compute lowers the loss
more when spent on a larger model.

Why is the frontier exponent so small? Equation (67) says that at the optimum both terms
of Eq. (62) are fixed fractions of the loss ℓ. Setting each term proportional to ℓ, and recalling
Eq. (55), every resource grows as a power of 1/ℓ:

N∗
K ∝ ℓ−1/αN , S∗

min ∝ ℓ−1/αS , Bcrit ∝ ℓ−1/αB . (68)

Since Cmin is their product (Eq. (65)), the inverse exponents add:

Cmin ∝ ℓ−(1/αN +1/αS+1/αB) =⇒ ℓ∗ ∝ C
−αmin

C
min ,

αmin
C = 1

1/αN + 1/αS + 1/αB
≈ 1

13.0 + 1.3 + 4.8 ≈ 0.052.
(69)

Lowering the loss requires enlarging all three resources at once, so compute buys loss slowly.
The prediction 0.052 is close to the measured 0.050. The formula thus reproduces what was
read off the checkpoints and explains Kaplan’s headline: train large models and stop them well
before convergence.

Where the rule stops The rule assumed plentiful data, but Eq. (47) says that keeping the
finite-data penalty small requires D ≳ (5 × 103)N0.74

K . Along the frontier N∗
K ∝ C0.73

min , so

Dneeded ∝
(
C0.73

min

)0.74
≈ C0.54

min . (70)

whereas the tokens a compute-optimal run processes grow only as E∗
min = B∗

critS
∗
min ∝ C0.27

min ,
the sum of the batch and step exponents; training at Bcrit doubles E but does not change this
exponent. Taken literally at large enough scale, the model would need more distinct data than
it ever reads. The measured laws therefore cannot all extrapolate forever; a regime, schedule, or
data assumption must eventually change.

3.6 What Kaplan has established

Kaplan’s results reduce to seven points in three groups: what the loss depends on, how the
batch enters training, and how to spend a fixed budget.

What the loss depends on

1. Count non-embedding parameters; shape matters little. At fixed NK, changing depth,
width, FFN ratio, or head size over a wide range changes the loss by only a few percent
(Figure 1). Indexed by Ntotal, models of different depths fall on different curves; indexed by
NK, they collapse onto one (Figure 2). The first claim has largely held. The second has been
questioned: Chinchilla counts all parameters, and later work traces the gap between Kaplan’s
and Chinchilla’s allocations to excluding embeddings at small scale [7], or to the last layer’s
compute, warmup length, and optimizer tuning [8].
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2. Each resource gives a power law, but for a different loss. When the other resources
are not bottlenecks, the loss is a power law in model size, data, and compute. The three
losses differ. L(NK) (Eq. (31)) is the near-converged loss on plentiful data. L(D) (Eq. (30))
is the best early-stopped loss of a large model on D unique tokens. L(Cmin) (Eq. (34)) is
not a converged loss but the lowest loss any model reaches with that compute. The joint
law (Eq. (37)) combines the first two and gives the data a model needs to avoid overfitting,
D ≳ 5 × 103 N0.74

K (Eq. (47)).

How the batch enters training

3. The batch trades steps against tokens. To reach a loss ℓ, a run with batch B needs
S = Smin + A/B steps and E = BS = BSmin + A tokens (Eq. (49)). Smin is the fewest steps,
reached with a very large batch; A = Emin is the fewest tokens, reached with a very small
batch; both depend on ℓ. A batch above Bcrit = A/Smin needs fewer than 2Smin steps but
more than 2Emin tokens; a batch below it, the reverse.

4. Bcrit is the knee, and it makes runs comparable. At Bcrit, the extra steps caused by
gradient noise, A/B, equal the irreducible steps Smin (Eq. (51)). It depends mainly on the
loss, hardly on model size, and grows as the loss falls: Bcrit ≈ B∗ℓ−4.8 (Eq. (55)). Since
S/Smin = 1 + Bcrit/B and C/Cmin = 1 + B/Bcrit (Eq. (52)), any checkpoint can be converted
to the batch-independent Smin and Cmin (Eq. (58)), so runs with different batches can be
compared fairly.

How to spend a fixed budget

5. The recipe. Converted checkpoints at equal Cmin form U-curves, and their bottoms give
N∗

K and ℓ∗ (Eq. (60)). Cmin is a bookkeeping value, not compute one can actually spend;
a real budget CK spent at the knee corresponds to Cmin = CK/2. Then the model size is
N∗

K ≈ 1.3×109 c0.73
min , the batch B = Bcrit(ℓ∗) ≈ 2×106 c0.24

min , and the steps S = CK/(6N∗
KB) ≈

1.1×104 c0.03
min (Eq. (61)). The expected learning curve follows from ℓ(NK, Smin) (Eq. (62)) and

S = Smin(1 + Bcrit(ℓ)/B), evaluated separately at each loss threshold. Here cmin is defined in
Eq. (59); the independently fitted frontier and trajectory need not predict exactly the same
endpoint.

6. Why the recipe looks this way. Eq. (62) reproduces the U-curves. At the bottom, the
optimization error is αN /αS ≈ 10% of the capacity floor (Eq. (67)): the best model stops
about 10% above its converged loss, hence “train large models and stop early”. Lowering
the loss requires growing model size, steps, and batch together, so compute buys loss slowly:
the predicted exponent 1/(1/αN + 1/αS + 1/αB) ≈ 0.052 (Eq. (69)) is close to the measured
0.050.

7. Where it stops. Avoiding overfitting needs D ∝ C0.54
min unique tokens (Eq. (70)), but a

compute-optimal run processes only ∝ C0.27
min tokens. At large enough scale the two contradict,

so these laws cannot be extrapolated indefinitely.

These are the results of a method, not universal constants. The constants depend on WebText2,
the tokenizer, the 2020 Transformer family, the optimizer and its schedule, and the choice to
count non-embedding parameters. The allocation exponent 0.73 in particular did not survive:
the more direct experiment of the next section finds N∗ ∝ C0.49. What transfers is the sequence:
define the counts, sweep, convert to a common batch, fit the frontier, and test one larger point.
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4 Chinchilla: Why a Better Experiment Changed the Allocation

Kaplan’s recipe grows the model much faster than the data, N∗
K ∝ C0.73

min , and many large models
of 2020–2022 followed it: ever larger, trained on roughly 300B tokens. Hoffmann et al. [3] ask
Kaplan’s question again—at fixed compute, how large a model and how many tokens?—but
measure the answer more directly. They find that parameters and tokens should grow at nearly
the same rate.

4.1 The same question with simpler accounting

For planning, Chinchilla’s compute is commonly approximated as

C ≈ 6ND, D = BS. (71)

Here N includes embeddings, and D is the number of tokens processed: the batch in tokens
times the number of steps. It is Kaplan’s E, not his dataset size D. The runs of the scaling
study see less than one epoch of data, so the study treats the available data as non-limiting.
This does not assert that the corpus contains no duplicated content. The paper’s actual FLOP
accounting also includes attention-pair, softmax, embedding, and output-projection terms; its
Appendix F compares this fuller estimate with 6ND. A new model family should check the
approximation, especially at small size or long context.

The batch is not a variable of the study. Hoffmann et al. set it, like the learning rate, by existing
heuristics; the final 70B model uses 1.5M tokens, doubled to 3M midway. Under Kaplan’s
empirical batch model, a batch well below Bcrit incurs only the compute factor 1 + B/Bcrit ≈ 1,
provided the optimizer is tuned comparably. Chinchilla does not establish that its batches
satisfy this condition over the whole trajectory, nor does it derive an optimal batch from C. The
mid-run doubling is compatible with a growing critical batch, but is not a measurement of that
relationship. Later work shows that batch changes also require attention to learning rate and
Adam’s second-moment smoothing parameter β2 [8].

4.2 The direct experiment: IsoFLOP curves

Fix C. Choosing a model size then fixes its tokens:

D = C

6N
. (72)

This is the ideal experiment of Section 3.5, now actually run. For each budget, train models of
several sizes, each for exactly its D tokens, and compare their final losses. A small model sees
many tokens but lacks capacity; a large model has capacity but sees few tokens. The losses form
a U, called an IsoFLOP curve (Figure 9, left). Unlike Kaplan’s U-curves, every point is the end
of its own run: each candidate’s cosine learning-rate schedule decays over exactly its D tokens.

Chinchilla runs nine budgets, from 6×1018 to 3×1021 FLOPs, with models up to 16B parameters.
A parabola fitted to each IsoFLOP curve locates its bottom (N∗, D∗). Plotted against C on
log-log axes, the bottoms lie on straight lines (Figure 9, center and right):

N∗ ∝ C0.49, D∗ ∝ C0.51. (73)

Kaplan’s split is N∗
K ∝ C0.73 and E ∝ C0.27. Chinchilla says to grow parameters and tokens at

almost the same rate.
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Figure 9: IsoFLOP curves. Left: final loss versus model size at nine fixed budgets; dashed
parabolas locate each minimum. Center and right: the minima against compute, with power-law
fits extrapolated to Gopher’s budget. Reproduced from Figure 3 of Hoffmann et al. [3].

4.3 Two checks on the result

One estimate could be an artifact of its fitting procedure, so Chinchilla estimates the allocation
in two more ways.

Lower envelope of learning curves Train each model size, from 70M to 10B, with four
schedule lengths, and at every FLOP count keep the lowest loss over all runs. This is Kaplan’s
lower envelope, but built from runs whose schedules end near the points used. It gives exponents
(0.50, 0.50).

A fitted loss surface Fit the final losses of all runs with

L̂(N, D) = L∞ + AN

Nα
+ AD

Dβ
: (74)

an irreducible loss, a term that falls with model size, and a term that falls with tokens. At
fixed compute, D = C/(6N) turns the last term into AD(6N/C)β , which rises with N , so every
budget again has a U. At its bottom, a 1% larger model lowers the model term by the fraction
0.01α of itself and raises the data term by the fraction 0.01β of itself, as in Eq. (67). Setting
αAN /Nα = βAD(6N/C)β and solving for N gives

N∗(C) ∝ Cβ/(α+β), D∗(C) ∝ Cα/(α+β). (75)

The fitted α ≈ 0.34 and β ≈ 0.28 give exponents of about 0.46 and 0.54 using the unrounded
fit. All three methods agree: split additional compute roughly equally between parameters and
tokens. The claim is “near one half in this regime,” not “exactly one half everywhere.”
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Figure 10: The fitted Chinchilla loss surface (left) and its IsoFLOP slices (right). The blue
efficient frontier follows the minimum of each loss contour, while the U-shaped slices expose an
interior optimum at fixed compute. Reproduced from Figure 4 of Hoffmann et al. [3].

The proportionality constant is also needed for planning. Under C = 6ND, the same stationarity
condition gives

N∗(C) =
(

αAN

βAD

)1/(α+β) (C

6

)β/(α+β)
, D∗(C) = C

6N∗(C) . (76)

Choose a hardware-feasible, empirically validated global batch separately, then set S = D∗/B
and make the schedule appropriate to that horizon. This loss surface predicts endpoints under
the fitted training protocol. Replacing D by the current token count does not automatically
predict an intermediate checkpoint of a longer run with a different schedule.

4.4 Why Kaplan’s answer differed

Hoffmann et al. proposed that Kaplan’s use of intermediate checkpoints under a long schedule
was a major source of the discrepancy. Kaplan’s default training horizon was 2.5 × 105 steps,
about 130B processed tokens, with cosine decay. An early checkpoint has not received the decay
that a shorter run ending there could receive, so it can overestimate the achievable endpoint loss
at that token budget. The resulting bias can distort an allocation fit. This is the explanation
advanced by Chinchilla, rather than a complete causal decomposition established by that study.

Later controlled experiments make the attribution more specific. Pearce and Song [7] emphasize
the role of embedding accounting at small scale. Porian et al. [8] reproduce an allocation near
Chinchilla’s after correcting output-head FLOPs, shortening warmup, and tuning batch size,
learning rate, and Adam’s β2. In their experiments, adding horizon-matched learning-rate decay
has a relatively small effect; near-balanced scaling is recovered even with constant learning rate.
Thus schedule mismatch should not be presented as the sole or conclusively dominant cause.
The studies also probe different size ranges: many Kaplan runs are below 100M parameters,
whereas most Chinchilla runs exceed 500M, and Chinchilla observes some curvature at larger
scales.
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4.5 What changes in practice?

The revised law makes a testable prediction. Gopher is a 280B model trained on about 300B
tokens; at its compute, the optimal model should be about four times smaller and trained on
four times more tokens. Hoffmann et al. train Chinchilla, 70B parameters on 1.4T tokens, with
roughly the same compute. It achieves lower loss and better downstream results [3]. Many
models of that period were undertrained: too many parameters, too few tokens.

Figure 11: Chinchilla’s three fitting approaches predict a substantially smaller compute-optimal
model than the Kaplan extrapolation at large budgets. The marked Chinchilla point lies near
the revised frontier. Reproduced from Figure 1 of Hoffmann et al. [3].

The familiar “about 20 tokens per parameter” is 1.4T/70B. It describes this setup—architecture,
data, tokenizer, optimizer, and target metric—not a universal constant. It also optimizes training
compute only; if inference dominates the lifetime cost, a smaller model trained on more tokens
can be the better choice.

The lesson is not a new universal constant. Kaplan supplies the framework; Chinchilla shows
that measuring the frontier more directly changes the answer. A trustworthy sweep trains each
candidate to its own end and brackets the minimum from both sides.

5 Abra: What Transfers Beyond Language?

Kaplan and Chinchilla study language models. Abra [1] asks whether the fixed-compute method
carries over to text-to-image diffusion, and what changes. It trains a controlled family of
flow-matching Transformers across roughly 1019–1022 FLOPs.

5.1 What must be redefined?

Every symbol needs a new meaning.
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• Model size N : parameters of the diffusion Transformer, excluding the frozen text encoder.
Embeddings are negligible at these sizes, so all of its parameters are counted.

• Data D: cumulative image-token exposures, including repeated images. An f = 8 VAE
turns a 5122 image into a 64 × 64 latent, and a parameter-free 2 × 2 fold turns that into a
32 × 32 grid: 1024 tokens per image.

• Loss: velocity-prediction flow matching, evaluated with EMA weights, not next-token cross
entropy.

The allocation is summarized by image tokens per parameter,

ρ := D

N
(TPP). (77)

This does not convert image tokens into text tokens: the count depends on the VAE, the folding,
the resolution, and the text tokenizer.

The ladder has six models from 60M to 2B parameters. µP transfers the learning rate tuned on
small models to all sizes; without it, a worse large model could reflect a mistuned learning rate
rather than a scaling effect. Part II develops this. The batch is again not studied: it doubles
whenever the parameter count doubles, and every model trains for about 1.9 × 105 steps, so all
models reach the same TPP at the same step, 400 at the end. This is a prescribed batch-scaling
policy, not an independent demonstration of optimal batch size. The results are conditional
on that training protocol. The available training mix is about 100M images; the 2B model
processes about 7.7 epochs at 400 TPP. Thus D must not be read as the number of unique
image tokens. The frozen text encoder is excluded from model and FLOP counts; the paper’s
per-model Transformer FLOPs can exceed 6ND by a size-dependent factor, so the image-token
count alone is not a full compute model.

5.2 Repeat the fixed-compute experiment

Training every model separately for every candidate length, as Chinchilla does, would take
hundreds of runs. Abra trains each model once, to 400 TPP, with a constant learning rate after
warmup. A shorter run using the same constant-rate protocol, initialization, data ordering, and
EMA updates has the same training prefix. This avoids the unfinished-cosine-schedule issue; it
does not establish optimality relative to other schedules. The fit excludes the first 5,000 warmup
steps and interpolates EMA-weight evaluation checkpoints with a shape-preserving PCHIP curve
over TPP. An EMA of the raw training-loss values is a different quantity.

The IsoFLOP curves then take two steps. First, fix a ratio ρ. Each model passes it at one
checkpoint, at one compute C, so the model sizes give one point (C, loss) each, fitted by

L(C; ρ) = AρC−αρ + L∞,ρ. (78)

Second, fix C. Every ρ now predicts one loss; plotted against ρ, these form the IsoFLOP curve,
and its minimum is the best ratio at that budget. Repeating across budgets, with the 60M
model excluded as an outlier and the two exponents constrained to sum to one, gives

N∗ ∝ C0.495, D∗ ∝ C0.505, ρ∗ = D∗

N∗ ∝ C0.010, ρ∗ ≈ 200. (79)

The ratio barely moves with compute, so about 200 TPP summarizes the measured range. These
exponents use the headline IsoFLOP fit with the allocation constraint a + b = 1; unconstrained
fits differ because the fuller FLOP count is not exactly 6ND. Sensitivity to fitting method
must also be distinguished from statistical uncertainty: Appendix F reports a headline optimum
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of 199 TPP with a 68% evaluation-noise interval of [180, 270]. The raw-training-loss target
instead gives 227 TPP with the 60M model excluded. A narrow range across several EMA-based
procedures is not a confidence interval. The near-equal Chinchilla exponents survive, but the
ratio is about ten times Chinchilla’s 20. This is not an information conversion: the two studies
count different objects and optimize different losses.

Figure 12: Compute scaling for the Abra model family. At each scale, the compute-optimal
checkpoint lies on the common loss frontier; the plotted endpoints support a near-constant
visual-data allocation in the measured regime. Reproduced from the upper panel of Figure 1 in
Chickering et al. [1].

What if the estimated minimum is wrong? The two sides are not equally costly. At
fixed compute, training a smaller model on more data costs little: twice the optimal TPP raises
the loss by less than 0.5%. Training a larger model on too little data is far worse. When the
minimum is uncertain, the safer side is more data and a smaller model, which also samples
faster. Language models are less forgiving: in an overtrained LLM suite, the same plot rises
much faster (Figure 13, right).

Figure 13: Relative IsoFLOP loss penalty versus TPP. The Abra curves (left) are comparatively
flat toward smaller models and more data, but rise sharply when TPP is too small; the LLM
comparison (right) illustrates that this asymmetry is empirical rather than a property of the
counting convention. Reproduced from Figure 6 of Chickering et al. [1].
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5.3 What must be measured again?

The procedure transfers; the numbers do not.

First, the optimum depends on the metric. For FID and KID the optimal TPP grows with
compute; for CLIPScore and CMMD it shrinks; linear-probe representation quality is optimal at
a substantially lower TPP than the loss. Generative metrics also depend on the classifier-free
guidance scale, which must be tuned per model; otherwise the comparison mixes training scale
with sampling settings. “Compute-optimal” is incomplete until the metric is named.

Second, the ratio depends on the representation. In a smaller ablation (120M–500M models,
exponents fixed at one half), the optimal TPP rises from about 165 at 2562 resolution to about
247 at 7682, while the number of images per parameter falls. Image tokens, images, and useful
data diversity are three different quantities.

A reference trajectory from scaling collapse Abra also tests the shape of the training
curves, not only their endpoints. Write Cend,p for the compute at a 200-TPP endpoint of model
p, and let L̂∞ denote the fitted family-level loss offset. The normalized trajectory is

x = C

Cend,p
, gp(x) = Lp(xCend,p) − L̂∞

Lp(Cend,p) − L̂∞
. (80)

The paper runs four seeds for each of the 60M, 120M, and 250M models, changing initialization
and data order. After roughly the first 15% of training, the smoothed cross-size deviation is at
or below the measured seed-noise floor. The statistical comparison is limited to these three sizes.
All normalized endpoints equal one by construction; agreement in the interior is the substantive
test, and collapse alone is not a proof of global compute optimality.

If a new pilot ladder validates a shared shape ĝ(x), a possible prediction for a larger run is

L̂p(C) = L̂∞ +
(
L̂end,p − L̂∞

)
ĝ

(
C

Cend,p

)
. (81)

Here the endpoint comes from an independently validated scaling fit and the shape comes from
pilot trajectories. This is an extrapolation recipe, not a guarantee provided by normalization.
Match raw-versus-EMA weights, loss definition, noise and timestep sampling, and the batch and
learning-rate protocol; then test on a held-out scale before using the curve diagnostically.

The transferable result is the experimental logic: define what is counted, hold compute fixed,
bracket the minimum, check more than one metric, and train runs of different sizes comparably.
Otherwise an apparent scaling failure may only be a hyperparameter failure. Part II takes up
that problem.

6 Conclusion: Transfer the Method, Not the Constant

The three studies now form one chain. Kaplan shows how to separate model, data, optimization,
batch, and compute effects. Chinchilla shows that a more direct fixed-compute experiment can
substantially change the recommended allocation. Abra shows that the same experiment can
transfer to another modality, while its token definition, loss, and numerical optimum must all be
rebuilt.

For a new model family, the reusable recipe is short: define the counts and target metric, train a
controlled ladder that crosses both sides of the minimum, fit a low-dimensional law, and test
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one held-out scale. Published exponents and tokens-per-parameter ratios are hypotheses, not
defaults. Part II addresses the next requirement: making small and large runs comparable
enough for such a ladder to be trustworthy.
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